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Abstract— A previously introduced strategy [1] for evalu-
ating the “overall Internet connectivity” of Internet access
points comprises three main tasks: compiling a sample list
of hosts representative for the entire Internet, conducting
network layer measurements with these hosts and, finally,
evaluating the metrics with respect to the performance of
end user applications.

This paper describes advanced techniques to extract the
top TCP server hosts from monitored Internet traffic, and to
perform efficient large-scale measurements of network layer
metrics using TCP-syn packets. It also presents experience
gained by continuously conducted measurements with these
techniques and gives examples how analytical models like
those described by Padhye et al. [2], [3] can be used to esti-
mate application layer performance from results of network
layer measurements.
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I. INTRODUCTION

The traffic analysis given in appendix A shows that sev-
eral hundred to some thousand hosts attract most of the
Internet traffic of a typical large user group. Thus it makes
sense to use a list of roughly that size when composing a
representative sample of Internet hosts.

However, efficiently measuring network layer metrics of
the paths to hundreds or thousands of Internet hosts has
to meet some specific requirements:
¢ The measurements must be low-bandwidth. Even when
examining the paths to multiple hosts in parallel, the traffic
generated by active measurements must be small compared
to real traffic.

o No particular co-operation of the other side must be re-
quired. Installing specific software on the other side or
even just asking for explicit permission is not feasible for
the intended number of hosts. It would also impede an
unbiased selection of hosts which relies on the fact that it
is completely automated.

Thus, the measurement must be based solely on standard
behavior that is exhibited by every host on the Internet and
it must be able to establish network layer metrics such as
connectivity, delay and loss with just a few small packets.

Simply using ping (send/receive ICMP-echo-request/reply

packets) for these measurements will generally not suffice,
since many host sites either block this kind of ICMP pack-
ets or rate-limit them [4].

Sending carefully designed UDP-echo-requests and
analyzing answers of type UDP-echo or ICMP-port-
unreachable has yielded useful results [1]. But this tech-
nique still has some drawbacks:
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o Some operating systems rate-limit the overall number of
ICMP replies sent, leading to false packet loss data.

¢ An increasing number of Internet sites block all packets
that are not addressed to one particular service.

o In the future, techniques such as differentiated services
might give UDP packets a different quality of service on
the Internet than TCP packets.

All these problems can be overcome by using TCP in-
stead of UDP or ICMP: a TCP-syn packet is sent to the
host and a reply of type TCP-syn-ack or TCP-reset is
waited for. This yields reliable measurements of connectiv-
ity, (bi-directional) packet loss and delay. No firewall can
block these packets if they are addressed to the particular
service offered by the host and no ICMP-rate-limiting or
differentiated services can distinguish these measurement
packets from other traffic. Section II describes an imple-
mentation of this approach.

An important issue is the compilation of a suitable list of
Internet hosts. There are several good reasons why these
hosts should be TCP servers:

« Most typical user groups are more interested in connect-
ing to Internet servers than in offering services to other
Internet users.

e The measurement technique mentioned above uses TCP
ports. While it can be used on any Internet host, whether
or not it runs any TCP services, and probably would work
in most cases, only a host running a known TCP service
gives guaranteed reachability.

o System uptime is not usually good for Internet hosts that
are not servers; office PCs are powered down after business
hours and dynamic IP addresses are unpredictably online
or offline. If a hosts’ uptime is not close to 100 % it is not
good for measuring network connectivity.

Thus it is desirable to get the top N TCP-servers that are
used by a given user group. Section III describes how this
can be achieved and introduces an algorithm for automatic
discovery of the server-side of Internet flows.

Experience with large-scale measurements based on the
techniques mentioned above is presented in section IV. It
also shows some problems that have been encountered and
measures that have been taken against these problems.

Section V gives some examples of what the measured net-
work layer metrics mean to application layer performance
and, finally, section VI summarizes the paper and draws
final conclusions.

II. TCP-SYN BASED NETWORK LAYER MEASUREMENTS
A. TCP connection establishment

Establishing a TCP connection uses the so-called 3-way-
handshake which typically consists of 3 packets as shown



in figure 1. Terminating a TCP connection takes another
4 packets.
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TCP connections are always client/server based: first
the server side does a so-called “passive open” to offer its
service and waits for clients to actively connect. In more
detail, connection establishment works as follows:

o At time T the client initiates the connection by sending
a syn-packet to the server.

¢ The server receives the syn-packet at T, and, given that
there is an open service,

« responds with a syn-ack-packet at T5.

o This packet arrives at the client at time T},

« and the client answers with an ack-packet at T5.

At time Ty we already have all the information required

to determine the network layer metrics connectivity, delay
and packet loss:
o If the syn-ack-packet arrives at all, there is connectivity
between the client and the server. It also indicates that no
packet loss occurred (see below for a further discussion of
the impact of retransmissions on packet loss measurement).
e Ty —T; is one-way-delay from client to server and T, — T3
is one-way-delay from server to client.

Usually the server answers immediately to the first syn-
packet, so that T3—T5 is small compared to Internet packets
delay and can be neglected: T3 =~ T5. Then we get the
round-trip-delay (or round-trip-time, RT'T) as

RTT =T, - T, (1)

This has the great advantage that all required informa-
tion is available at the client side and no additional action
is required at the server side.

The drawback is that only round-trip-delay and -loss can
be obtained — there is no chance to get one-way-delay or
-loss. There is also an inherent limit to the accuracy of loss

measurement: since we do not control the server we cannot
guarantee that the server answers all syn-packets; a packet
might be lost within the server as well as in the network.
However, the probability that an Internet server loses a
received TCP-syn-packet usually is very small. Even if the
server is overloaded, the problems start after T5 when the
operating system handles the newly opened connection to
the server application. Open connections are queued at
this point and only if this queue overflows the operating
systems starts to refuse sending packet P, [5]. Accuracy of
loss and delay measurements with this approach is analyzed
in appendix B. This issue indeed causes some error in the
result for packet loss, but since the error is small compared
to packet loss actually observed in the Internet, the results
are still useful.

B. TCP-syn based Measurements

The first two packets (P; and P») of a TCP connec-
tion already suffice for measurement of the basic network
metrics. But there is a half open connection at that mo-
ment and the server has already created state. This half
open connection should be terminated again because other-
wise successive measurements could easily aggregate state
on the server side, possibly constituting an unintentional
denial-of-service attack. It is not required to run through
the complete connection establishment and termination as
in figure 1. Instead, we can simply send a packet of type
TCP-rst (reset) which “ungracefully” resets the connec-
tion. This has the effect of removing all state on the server
side for a particular connection. A measurement using this
approach is depicted in figure 2.
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Even if the server does not offer the requested service
it can be used for measurements since it has to answer
with packets of type TCP-rst whenever a closed port is
addressed. In this case a measurement consists of only two
packets as shown in figure 3.

C. TCP retransmission

A basic feature of TCP as a reliable transport protocol is
to retransmit a packet after a certain period (the retransmit
timeout, RT'O) whenever a packet has been sent to the
other side and an acknowledge packet is expected but not
received.

In case of measurements as shown in figure 2 a retrans-
mission of packet P; can possibly be suppressed since we
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have control over the client. We just have to make sure
to send this packet exactly once and not let the operating
system apply the usual retransmit rules. But we cannot
suppress the retransmission of packet P, if it is lost in the
network. Figure 4 shows what happens in this case: the
client only sees the retransmitted packet P; at the time
Ty =T + RTT + RTO. If not accounted for, this would
lead to a false value RT'T' for the round-trip-time:

RTT' =Ty - Ty = RTT + RTO (2)

Also the result for packet loss would be wrong.

This problem can be overcome if RT'O is known and if it
is significantly larger than usual values of RTT: whenever
RTT' =T, — Ty > RTO then assume that the packet has
been retransmitted, treat it as lost and ignore RTT".

D. Estimating the TCP retransmission timeout

Unfortunately RT'O is not a known value. The TCP
RFC [6] and the host requirements RFC [7] say that RTO
starts with a fixed value, RT' O;y;tiq; and then approximates
the value

RTO=A+4D (3)

with A being the round-trip-time as measured by TCP
itself and D being the mean deviation of the round-trip-
time.

This is not necessarily a problem for our measurements
since we only use the start of a TCP connection where typ-
ically RTO = RTOjpnitiqr which is suggested by the RFC
to be 3 seconds.
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However not all TCP implementations use the suggested
value of 3 seconds for RTO;pitiai- Some use 1 second or
any other value. Also TCP implementations are allowed
to cache the A and D estimators between successive TCP
connections to the same host or network. Thus in a few
cases even very small values of RT'O can be observed.

To cope with this situation we use the following consid-
erations to estimate RT'O for each host. The lowest RTO
value is effectively used:

o A priori the RT'O is assumed to be 3 seconds.

o If detectable retransmissions are observed, the lowest
RTT of these packets is considered an upper bound for
RTO for this host. Detectable retransmissions happen
when only packet Pz is lost, so that the server retrans-
mits P even though the client has successfully received
P;. This is illustrated in figure 5.

o An empirical algorithm is applied to tell retransmissions
from a histogram of the RT'T distribution. The result is
another upper bound for a host’s RT'O. The algorithm is
outlined in appendix C.

If any of these estimates yields an RT'T of less than one
second, the host is omitted from the measurements due to
an unsuitable TCP implementation!.
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E. Implementation

A measurement tool has been implemented that uses all
the methods mentioned above. It uses an architecture sim-
ilar to the UDP based measurement tool presented in [1]
which had proven to work well. This architecture is de-
picted in figure 6. The tool consists of two parts:

o The first part is called tping and was implemented in
C. It is responsible for sending single TCP-syn packets to
a given list of hosts at a controlled rate and using Poisson
sampling as required by the IPPM framework RFC [8]. It
uses a raw socket of the Unix API to send the TCP-syn

INote that this means that the TCP implementation is “unsuitable”
for our measurements. This does not necessarily mean that it is a bad
TCP implementation in general.
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packets without involving the TCP stack of the operating
system. This also solves the issue of terminating all half-
opened connections: whenever a packet P» returns from a
measurement, it is also received by the local TCP stack.
Since our TCP stack does not know anything about this
TCP “connection”, it immediately answers with a TCP-rst
packet exactly as described in section II-B.

o The second part, called pingspy, is responsible for ob-
serving all measurement packets that are sent or received.
It saves timestamps for them, correlates all received pack-
ets with the appropriate TCP-syn packets sent by tping
and generates the output of the measurement. pingspy is
implemented in C++ and uses the library libpcap [9] for
capturing relevant packets in an operating system indepen-
dent way.

III. COMPOSING HOST LISTS

As mentioned in the introduction, we want to determine
the top N TCP-servers used by a given user group. Such
a “user group” can be, for example, all the students or
the scientists of a university, all employees of a company,
the customers of an ISP, etc. We now have to observe
their Internet traffic and count the amount of traffic they
exchange with servers on the Internet.

A. Traffic monitoring

There are various tools for monitoring traffic. If all users
share a single shared network medium like Ethernet or
FDDI, tools like tcpdump or snoop could be used. If the
user group is distributed over separated network segments,
other tool can help such as NeTraMet [10] which support
an architecture with distributed “meters”, “meter readers”
and a central “manager”. A very efficient solution can be
found if there is a router between the user group and their
connection to the Internet and if this router supports a
suitable accounting mechanism itself. An early scheme for
accounting traffic in routers is the so-called “IP account-
ing”. With IP accounting the router maintains a matrix for
the traffic (counted in packets and bytes) between any ob-
served pair of hosts or networks. This matrix can be read
by an external management workstation to further process
this data. IP accounting has to major disadvantages:

o It only contains information about IP addresses. It does

not say anything about the protocols and service ports in-
volved.

¢ Maintaining the traffic matrix in the router consumes
a lot of memory, often a rare and expensive resource in
routers. Mainly due to this issue many network adminis-
trators do not want their routers to do IP accounting.

Fortunately many routers nowadays support something
called “NetFlow accounting” [11]. With NetFlow account-
ing a router counts packets and bytes for all packets with
matching source and destination IP addresses, transport
protocol and TCP/UDP port numbers (if applicable). Such
a collection is called a “flow”. The collected information
is not kept in the router for a long time, but exported to
a management workstation as soon as possible (or after a

certain timeout).

The University of Cologne has a router at its network’s
edges that does use NetFlow switching and NetFlow ac-
counting. We therefore use this method to efficiently mon-
itor all the university’s Internet traffic.

B. Determining server ports

Although NetFlow accounting provides a lot of useful
information for each flow, it does not tell which side of a
flow is the server and which one the client. Thus we need
some extra examination in order to determine the most
active server hosts from NetFlow accounting.

With both TCP and UDP, servers and clients are usually
distinguished by the fact, that servers use fixed port num-
bers whereas clients use dynamically assigned port num-
bers. For example, HTTP servers use TCP port 80, telnet
uses 23 and DNS servers use UDP port 53.

The Internet Assigned Numbers Authority maintains a
list of port numbers that are assigned to particular services
[12]. Using this as a first approach would mean to assume
that all assigned port numbers are server ports and all oth-
ers are client ports. However, this approach often fails in
practice since there are services that are frequently offered
under alternative port numbers (for instance HTTP and
IRC) and there are always new services and protocols com-
ing up and becoming popular long before they are officially
documented.

As a solution, an automatic procedure has been devel-
oped that assigns a weight to each port number describing
its relative importance as server port. This weight is calcu-
lated anew each day from observed traffic, thus taking the
growing importance of new protocols and the decreasing
importance of unpopular ones into account. When analyz-
ing a flow for its server- and client-side we just compare the
weight for both port numbers and consider the port with
the higher weight to be the server port.

The weight of a port number is equivalent to the
number of flows it attracts. A flow is defined as
(Asrm Adst ) prOta portsrcaportdsta Npkt; Noct) with



Agre © TP address of source host,

Agst : IP address of destination host,
prot : transport protocol (TCP, UDP, ICMP, ...),
portg.. :  port of transport protocol at source,
portgs: :  port of transport protocol at destination,
Npirt :  number of packets in the flow and
N,et : number of bytes (octets) in the flow.

The elements ports.. and portgys; are only defined if the
transport protocol is TCP or UDP.

The algorithms for the weights of port numbers uses
symmetrical matrices B. Their elements Bport,, ., porty,, =
Byorty,, port... contain the number of all observed flows be-
tween these two ports. A matrix Brcop is used for TCP
and Bypp for UDP. Their elements are initially set to zero
and then the algorithm shown in figure 7 is applied.

e For each flow

(Asrca Adst:PTOt, POTrtsrc, POrtyse, Npkt; Noct):

— If prot = TCP:

* BTCPpaTtsrc;po"'tdst «— BTCPPOTtsrcapo"'tdst +1

* -BTC'Ppo?‘tdn,portsrC — BTCPportSTC,pOTtdst

— If prot = UDP:

* BUDPpOT‘tSTC,pOTtd” <~ BUDPpOT‘tSTC,pOTtd” +1

* BUDP portasi,portsre <~ BUDP portare,portas:
e For B = BTCP7BUDP:
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— While B still has rows and columns and z > 0:
* Set m so, that S, = >, Bp,,; becomes maximum.
= Qutput of (m, Sy,)-

* Remove row and column m from B.
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Fig. 7. Algorithm for calculating the weight as server port.

This algorithm also uses a maximum Z,,,, for the num-
ber of server ports. This was introduced when we observed
that the algorithm otherwise had a fatal dependency on
user behavior: there were so called “port scans” that in-
evitably lead to on overload situation on the machine per-
forming the traffic analysis. This is possible because port
scans probe a huge amount of different port numbers in
a short time and thereby excessively inflate matrix B. A
value of 2000 for Z,,,; is reasonable, because we don’t in-
tend to do measurements to more than 2000 hosts anyways.

The algorithm has been implemented in Perl with some
optimizations to control the size of B and to avoid unnec-
essary recalculation of the sum Sy, = ", By, ;.

C. Determining server hosts

Using traffic monitoring as described in section ITI-A
and server port detection as presented in section III-B the
top N TCP-servers can be determined with the algorithm
shown in figure 8 with Ux being the set of IP addresses
of a given user group (here the University of Cologne) and
Crep,a,port and Cypp,a,port being counters for the amount
of traffic that server A processed on its port port for the
user group.

This algorithm has been implemented in Perl, too.

« For each flow

(Asrca Adst,PTOty POrtsrc, portyse, Npkt; Noct):
—If Ay e Uk NAgs ¢ Uk A Sport”c < Sportd”:
* Cprot,Adn,portdst — Cprot,Adst,portd“ + Noct
- If Asrc ¢ UK A Adst € UK A SportsrC Z Sportdst:
* Cprot,Asrc,portsm — Cprot,Asm,portsm + Noct

o With prot = TCP,UDP:
— For all A with Zport Cprot, A,port > 0,

sorted after this sum:
* Set m so, that C4,,, becomes maximum.

x Qutput of (A;ma me Cprot,A,port)-

Fig. 8. Algorithm for determining the top N server hosts.

IV. EXPERIENCE

The Computing Center of the University of Cologne is
continuously conducting measurements based on the UDP-
echo method [1] since May 1997. TCP-syn based measure-
ments as described in this paper have first been tested in
late summer 1998 and are continuously performed since
July 1999. All the measurements are done every hour to
about 1000 Internet hosts. This number was temporarily
increased when new algorithms were tested.

These large-scale measurements have not always re-
mained unnoticed by system administrators. Even though
our methods for measurements have been carefully de-
signed not to do any harm to affected hosts, from time to
time system administrators get the impression to be “at-
tacked” and write corresponding complaints. The reason
is that they employ some kind of firewall that meticulously
logs every packet that does not correspond to a “desired
access”. Usually they are satisfied when the nature of the
measurements is explained by e-mail. In some cases they
allow us to continue the measurements, in other cases they
still ask us to stop the measurements just to be easy on
their log files. This is done by maintaining an exception
list that is used in conjunction with the host selection al-
gorithm and contains hosts or networks that may never be
used for measurements.

From the beginning of the measurements in 1998 up to
January 2000, 25 complaints have been received. In 21
cases administrators complained about UDP-echo based
measurements and in 4 cases they complained about TCP-
syn based measurements. This is somewhat odd since the
UDP-echo based measurements use a well-known proto-
col for exactly what it is meant for: simply echoing sim-
ple packets for diagnostic purposes. The TCP-syn based
measurements actually abuse TCP’s connection establish-
ment mechanisms for something they are not meant for.
And technically they are not far from what is a well-known
denial-of-service attack: TCP-syn flooding?. Furthermore,
complaints about UDP-echo based measurements continue
to arrive from time to time regardless of all improvements

2The difference between our measurements and TCP-syn flooding
attacks is twofold: 1) the rate is much lower and 2) all half-opened
connections are closed as described in section II-B.



in the host selection method whereas the complaints about
TCP-syn based measurements always could be traced back
to one of two problem areas:

o Some FTP servers act different from normal TCP based
servers® by even detecting single TCP-syn packets and log-
ging them into their log files. This only occurred with
an earlier version of the host selection tool that explicitly
forced FTP servers to be measured on port 21 (ftp-control)
instead of 20 (ftp-data). This explicit port substitution
had been implemented in order to account for the fact that
FTP accepts new sessions on port 21 and opens port 20
only when needed. However experience has shown that it
is wiser to let the ports as they are, thus using port 20 for
FTP servers.

o Sometimes the algorithm for detecting TCP servers fails
and gives a host/port combination that actually does not
stand for a real service. This can happen because some
fraction of all TCP connections is not client/server-oriented
but merely based on a peer-to-peer concept. IRC-DCC
and some FTP serves are examples for peer-to-peer con-
nections with dynamic port numbers on both sides. TCP-
syn packets for a port that is not in use (but has been
used for a long peer-to-peer connection some hours or days
before) are sometimes detected by security software and
reported to the administrator as “attack”. This problem
can be avoided by not using the host selection algorithm
too aggressively, i.e. by not trying to detect too many TCP
servers. “Only” using the top 1000 TCP servers proved to
be a good and safe choice in our environment.

When system administrators complain about “suspicious
activity” or “attacks” they use an amazing variety of meth-
ods to address their complaint:

e Some simply write e-mail to common mailboxes like
root, postmaster, webmaster or abuse at the host that
sent the packets. Sometimes they don’t use the full host-
name but merely the corresponding second-level domain,
e.g. root@uni-koeln.de

o In other cases they do alookup in the RIPE database [13]
and write e-mail to all zone-, admin- and technical contact
persons.

o Or they inspect the start of authority (SOA) record in
the DNS and write e-mail to the corresponding hostmaster
address.

e In one case, no network database had been used at all.
Instead a complaint was sent directly to the rector of the
university.

In an attempt to easy the issue of usefully addressing

complaints and questions regarding the measurements, sev-
eral measures have been taken:
o First a dedicated web page was created that explains the
nature of the measurements and directs complaints and
questions to a useful e-mail address. It also shows a sum-
mary of current results of the measurements. Of course,
this does not help unless system administrators are given
a hint to look at this web page.

3Usually the operating system waits until TCP’s three-way-
handshake is complete and then hands the new connection to the
server application. This way the application has no chance of detect-
ing single TCP-syn packets.

o Then a TXT record for the measurement host was in-
stalled in the DNS giving a short explanation and a link to
the web page mentioned above. This was practically to no
avail since nobody appears to look for TXT records when
investigating a particular host.

o Consequently a dedicated IP address was assigned for
the measurements and it was given an expressive name:
measurement-for-thesis.rrz.uni-koeln.de.

« Eventually, a virtual web server was installed at the mea-
surement host that directly leads to the web page when
addressed with the dedicated IP address.

All these measures together have the effect that most
complaints are now addressed to the e-mail address men-
tioned on the dedicated web page. But some still use ran-
dom methods.

In a few cases it was suggested to us to ask for per-
mission prior to doing measurements. While this sounds
worthwhile at first glance, it is practically infeasible. On
the one hand, asking for permission contradicts the goal
of unbiased selection of hosts by automated methods, and
on the other hand it would lead to sending thousands of
e-mails according to dynamically changing host lists. Such
mass-mailings would not help either side.

V. EXAMPLE RESULTS
A. Connectivity

Figure 9 shows an example plot of connectivity similar
to the one on the web page. It show hourly connectivity
obtained by three different measurements: TCP-syn based
measurements through two different providers and UDP-
echo based measurements (only provider 1). The UDP-
echo based “connectivity” data is generally much lower
than TCP-syn based data because this UDP-echo based
measurement technique does not allow reliable detection
of hosts that are unavailable for measurements. There are
many hosts that simply do not answer UDP-echo requests
in any way.
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Fig. 9. Example plot for connectivity.

The figure also shows that there were short breakdowns
of connectivity for provider 1 on Sunday and Monday



morning. This can be seen from the TCP-syn based mea-
surements as well as from the UDP-echo based ones. And it
shows that on Thursday morning something had happened
that affected the connectivity between provider 2 and a
small part of the Internet. This reverted to normal after
a couple of days. Probably this drop in connectivity was
not bad enough to instantly alarm the responsible network
operators; they needed several days to detect the problem
and resolve it.

B. Application layer performance

What Internet users are actually interested in is the per-
formance of the applications they use. Thus it is worth-
while to investigate how network layer metrics affect the
performance of the application layer. Due to the huge va-
riety of applications being used on the Internet we cannot
analyze this relationship for every single application but
just for some classes of applications.

One example is TCP bulk transfer which is well-suited
for describing transfers of large files with FTP or HTTP or
sending of large messages with SMTP or NNTP. It already
has been analyzed earlier [1] but with the new measurement
methods and with new TCP models by Padhye et al. [2], [3]
it can now be done with better accuracy and an increased
range of validity.

Padhye et al. found the TCP throughput in dependency
of packet loss p, round-trip-delay RTT, initial retransmit
timeout Tp, maximum segment size M SS and maximum
TCP window size W4, to be approximately

MSS (15241/2 w(p)+Q(p,w(p)))
RTT (w(p)+1)+ L&D

ifw(p) < Wmae

TP =
KT (I_Tp+1/2 wmam+Q(1),’wmam)) .
(WR";T“T’""‘pi;im +2)+Q(p,wm1T;G(p)To otherwise
(4)
with
Wmazx = Wmaz/MSS
wlp) = 2/3+2/3 \/@
. — _ 3 _ 3 _ _ w_3
Q(p,w) min (1, (1-a-») )(1-1Ir£1(1f)p)(w1 (1-p)* %))
G(p) = 14+p+2p>+4p°+8p*+16p° + 32p°
(5)

Using this model and using the TCP-syn based measure-
ments of the working days of week 37/1999, figure 10 shows
the distribution of TCP bulk transfer rates the network
would allow through two different providers at two differ-
ent times of day. The other parameters of the model have
been obtained on a per-host basis by monitoring traffic of
the university’s WWW proxy server with tcpdump.

In this example, provider 1 offers excellent transfer rates
to a certain part of the Internet, but severely breaks down
for the largest part of the Internet during working hours.
Provider 2 does a better job in giving decent performance
to a large part of the Internet even during peak hours.

Depending on a users needs this can be useful to tell
which provider offers the better service: if the user needs

1-F(x)

1 2.6 10 28
throughput [KB/s]

57 69 100 1000

Fig. 10. Distribution of TCP bulk transfer rates through different
providers at different times of day.

particularly high data transfer rates to certain partners and
if these partners happen to be well-supported by provider
1, then this provider would be the better choice. This
might be the case for many scientific applications. If the
user needs to achieve decent results when accessing random
servers on the Internet during working hours, as it is true
for web browsing and most other general applications, then
provider 2 would be preferred.

VI. CONCLUSIONS

Our goal was to develop methods for measuring network
layer metrics on a large scale and to provide a framework
that makes such large-scale measurements feasible in prac-
tice. In this paper we introduced a TCP-syn based method
for performing network layer measurements and a NetFlow
based system for compiling suitable host lists as an input
for active measurements. We presented our implementa-
tion of these methods and the experience we obtained by
actually using them for large-scale measurements over a
long period of time.

We also gave an example how results of these measure-
ments can be used to answer application level performance
questions with the most recent model for TCP bulk transfer
and how this can be useful when making business decisions
for deals with competing Internet service providers.

Even though the introduced methods proved to be feasi-
ble we also saw that they should not be applied uncritically
and that they require certain resources (sufficiently large
user base, static IP addresses, control over DNS and RIPE
database objects). Thus they are not suitable to be used by
the average end user. Only larger companies, universities
and probably Internet service providers themselves might
be able to use these methods in a sensible way. Or, in other
words: “Don’t try this at home!”



APPENDICES
I. TRAFFIC ANALYSIS

In order to get an idea of how many hosts make a se-
rious contribution to the Internet traffic of a typical user
group we monitored the Internet traffic of the University
of Cologne. The result is given in figure 11. It shows the
fraction y of the university’s Internet traffic which can be
attributed to the x most important hosts. The first 132
hosts account for 50 % of the traffic and 7113 hosts ac-
count for 90 %. It indicates that it might be worthwhile to
use some thousand hosts in order to represent the Internet
and to cover the largest part of the traffic. One thousand
hosts already cover more than two thirds.
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Fig. 11. Traffic distribution over hosts.

The data for figure 11 is based on the traffic of May 1997.

II. ACCURACY OF LOSS AND DELAY MEASUREMENTS
WITH THE TCP-SYN AND THE UDP-ECHO BASED
APPROACH

Since we have two completely different methods (TCP-
syn and UDP-echo based) for measuring the same network
metrics (round-trip-delay and loss) we can compare them
in order to analyze particular strengths and weaknesses.
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Fig. 12. Distribution of loss increase for TCP-syn measurements.

For each host that was subject to both measurement
techniques we compared the results of the TCP-syn based
and the UDP-echo based measurements. We calculated
this difference for each hour and averaged them for each
host. The data presented here is based on measurements
of January 2000.

The result for packet loss is shown in figure 12: the z-
axis gives the difference of TCP-syn based and UDP-echo
based packet loss, positive numbers indicating that TCP-
syn based measurement led to larger loss values. The y-
axis gives the distribution of hosts. Ideally there would
be a step function from y = 0 to y = 1 at x = 0. How-
ever, due to the omnipresent variation and uncertainties
we can expect the function to be significantly dampened.
The figure shows that some hosts yield a higher packet loss
when using the TCP-syn method. This can be explained
with overload conditions in server hosts: the operating sys-
tem stops answering TCP-syn packets when there are too
many connections that have been opened but not yet been
accepted by the server application. UDP-echo packets are
handled by different parts of the system and might still be
answered in such a situation. It is a good design goal of
all server operators to avoid such overload situations, but
apparently they happen on some hosts.
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Fig. 13. Distribution of delay increase for TCP-syn measurements.

Figure 13 shows the result for round-trip-delay. The z-
axis shows, in milliseconds, how much delay increases when
using measurements based on TCP-syn instead of UDP-
echo packets. We can see that some hosts actually yield
a larger delay when measured with the UDP-echo based
method. This can probably be explained by the fact that
UDP-echo packets are usually answered by a user-level pro-
cess called inetd. If a host is overloaded with respect to
processing time or context switches there might a signifi-
cant delay when handing a packet from the kernel to this
process and handing the answer packet back. TCP-syn
packets on the other hand are directly processed by the
kernel without any context switch so that there are much
less opportunities for additional delay.

The results can by summarized as follows:

o If a host is suitable for measurements with the UDP-
echo approach at all, this approach yields the best results



for packet loss. In some cases the TCP-syn based approach
yields numbers that are somewhat too high.

¢ Delay measurements are more accurate when done with
the TCP-syn based approach. The UDP-echo based ap-
proach yields too high delay values in some cases.

ITI. EMPIRICAL ALGORITHM FOR ESTIMATING THE
RETRANSMISSION TIMEOUT

The empirical algorithm separates retransmissions from
normal measurements by comparing the distribution of
RTT values with a simple model for a “typical” distribu-
tion. We use a negative exponential distribution®:

r@={

c—x
ae b

if z<ec
if z>¢

(6)

In this case z is the round-trip-delay, f(x) is the proba-
bility density in dependency of RTT = x and a, b and ¢ are
parameters of the model. The parameters can be explained
as follows:

a is the maximum probability density.
b influences the area beneath the function:

H:/w:f(x)dx:/w:ae%mdx:ab (7

In the discrete case, H is the number of measurements.
¢ is the minimum packet delay.
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Fig. 14. Algorithm for eliminating retransmissions.

All measured RTT values are put into a histogram
Hy,Hy,...H,_; with resolution I = 100 msec, the pa-
rameters of equation 6 are adapted according to the mea-
sured values and then histogram and model are compared
as shown in figure 14. The cluster of normal measurements
is considered to end where H (i = x/I) drops significantly
below f(z) and the cluster of retransmissions is considered
to start where H(i = z/I) again raises beyond f(z) (if
there are retransmissions at all). Figure 14 illustrates this
algorithm. Tt also shows the original distribution function
F(z). The data for this example is based on 24 - 20 = 480

41t is known that most Internet metrics cannot be well-modeled
using a simple function like this. However, we do not need a “good”
model here. We just need a rough approximation for a simple algo-
rithm to separate two clusters of data from each other.

measurements to one host that have been performed on one
day.
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